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glgenofa: Five Questions

< What 1s a neural network?
< What are some applications?
< What are the complications?

<+ What 1s a Bayesian neural
network?

<+ What do I do?




What is a Neural Network?

< Proposed by McCulloch and Pitts (1943)
< Not the way the biological brain works

< The artificial neural network 1s an interconnected
oroup of artificial neurons (nodes) that uses a
mathematical model for information processing

< A (very) non-linear statistical data model that can
approximate any function arbitarily closely

< Wide variety of structures; here concentrating on
networks with one layer of nodes and a feed-forward
structure (variables = nodes, then nodes = output)



Singﬂe-Layer Teecﬁforwanf Neurall Network
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0= £( 3 Bl

h; nodes 1,...,n
f ~ tanh or logistic
B, weight for x; in node j

5}= g(zllajhj)

g ~ 1dentity / logistic




ji'incfing the Values

< Neural networks have a likelihood function,
assuming normal errors

< Likelihood function: given data X, parameters a and
B, linear g, and logistic f (ex/ 1 + €%,
what 1s the prob. of generating outcome Y?

< Solve for the o and f that maximize likelihood, or
more precisely the additive log likelihood

< Plenty of software exists - SAS Enterprise Miner,
SPSS, Matlab, R (nnet), and several dozen others

#obs

log L o - E{g(z;aj . f!EZ=1/3;ka,-]) - yl}z

i=1




What are some ﬂp}oficau’ons?

< Neural networks are excellent at predicting outcomes
with moderate numbers of inputs and a complicated
decision function, where the inputs combine in
unknown nonlinear form

< Several journals exist for neural networks

< Credit Card Fraud (NPR, Visa in Wash. Post)
< Pattern Recognition

< Cancer Treatment (Economist, June 2005)

< Automobile engines (Economist, June 2006)



What are the Comjoficau’ons?

I.  Difficulty in interpretation

II. Cannot determine
predictive power of
individual variables

I1I. Overfitting - optimizing
unconstrained a and 3 can
fit noise, not signal




“More on Overﬁtting‘

< Lots of parameters: (# nodes + 1) x (# variables)

< The likelihood surface has many local minima,
making it very difficult to maximize

< Hasily leads to predictions far beyond the range of
the training data, even with very little noise
* Double-digit coefficients for data standaridized to [-1, 1]

< Cripples performance on sets beyond the training set,
making predictions unusable



Sofw’ng the O\/mﬁtting Problem.

1. Jittering: add artificial noise to inputs x, making it
more difficult to strictly optimize

2. Early stopping: instead of completing optimization,
stop when some criteria (validation set error) begins
to increase

3. Penalized likelihood: instead of maximizing
likelihood L, maximize with a penalty on parameter
size: L* =L+ AC

» C usually sum of squared o and 3 weights
» Decay A not theoretically determinable



What is a i%ayesicm Neural Network?

< A Bayesian neural network is a network formed and
solved under Bayesian probability assumptions

< More theory than the penalized likelihood

<+ Key assumption: Parameters have probabilities and
thus distributions
e (Can say “probability that mean u 1s in (4, 10) 1s 90%”
< Each parameter has a distribution assigned before
starting the problem, a prior distribution

< Instead of maximizing L., we sample from (the
distribution) the posterior, likelihood times prior



1t’s not as easy as it looks

4

< Priors should be chosen with
knowledge of parameter distribution

With this many parameters? Y~N (Y ,O 2)
“To not try is contrary to the spirit”

Original Priors

/
0’0

/
0’0

a,~N (O,rz)
< Following the 1deas of regression, i 2
choose normal prior for output /3 kT N (0’0/3 )

< nodes = output: like Bayesian 1/0-2 ~ G(S a))
linear regression P :

< variables =>» nodes: like Bayesian
logistic regression, but also need a
variance estimate for effect size



The Same, but @iﬁerent’

D)

)

Setting the priors helps a lot, but
every predictor x has the same
single variance measure on f3

Automatic Relevance
Determination adds another
layer of priors

e An overall v

e Individual o, for each variable

e Shrinks by making o, near zero

ARD improves prediction, but
every variable still in every node

Original Priors

A

Y ~N(Y.0%)
a; ~ N(O,rz)
B ~N(0.07)
o} ~ G(s0)

B, ~ N(0.v- o7}




What do 1 do?

BUIRI=1~NOOL) |y f(}dlﬁ,i’xk)
B/ IR/ =0~ N(0,07,) k=1

out

< Add “switching variables” R, to the priors

< When “in”, use a fairly typical width, but when “out”,
contract harshly to zero
e For standardized X and Y, 0,,= 1.5 =100 o,
e Alternative makeso,_, = 0, harder MCMC

< Shrinks parameter space
< Closer to Generalized Additive Model



Simulated Data Case~

< Y = tanh(X, - 1) + tanh(2 X, + 4 X,)) + N(0, 0=0.5)
<+ 50 observations

< 200 1terations

o Iterations are MCMC for 3, one at a time, either flipping the
R. (25%) or moving along the curve (75%)
e (Coefficients from nodes a are Bayesian regression

< Graph on last 150

e Betas within each node
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The Big Finish: Q%emﬁts

I.  Overfitting - f & a IV. Number of nonzero R,
constrained by priors measure of relative
II. Determines necessary 1mportance 1n network

nodes by nonzero R,
I11. Yields “interpretable” v Bonus: More effective

posteriors, plus choice prediction in

of prior for R, combination cases
Bernoulli(p;), can v Or predict well, get
include knowledge Iinterpretation for free

v And a PhD ...



